Enhancing Emergency Radiology with Retrieval-Augmented Al

Emergency radiology is integral to trauma care, providing rapid imaging assessments that guide critical treatment decisions. The increasing
volume of imaging studies, coupled with the complexity of radiologic classification systems, presents challenges for radiologists who must
navigate multiple frameworks to ensure accurate diagnoses. As the field evolves, artificial intelligence has emerged as a potential tool to support
radiologists in managing these demands. Large language models (LLMs), such as GPT-4 Turbo, have demonstrated capabilities in summarising
vast amounts of information. However, their reliance on generalised training data limits their effectiveness in specialised medical tasks. A key
challenge is ensuring that Al-generated responses are not only accurate but also transparent and trustworthy. A recent study published in
European Radiology explores how retrieval-augmented generation (RAG) enhances Al’s ability to diagnose and classify traumatic injuries in
emergency radiology, improving both precision and reliability.

The Role of Retrieval-Augmented Generation in Al-Assisted Radiology

LLMs have gained attention for their potential in medical applications, yet their effectiveness depends on the quality and specificity of their
training data. Standard Al models operate on non-curated datasets, limiting their ability to handle complex, domain-specific queries. Retrieval-
augmented generation addresses this limitation by integrating externally validated knowledge into Al models. Instead of relying solely on pre-
trained information, RAG-equipped models retrieve relevant data from structured sources in real time, improving accuracy and contextual
awareness.

In the study, a specialised Al model called TraumaCB was developed by enhancing GPT-4 Turbo with RAG. The model incorporated information
from the RadioGraphics top ten reading list for trauma radiology, a curated collection of peer-reviewed literature. This approach ensured that
TraumaCB's responses were grounded in authoritative sources, making it more reliable than a generic Al model. Additionally, the study
employed a two-step prompting strategy to mirror clinical workflows. Initially, TraumaCB generated a primary diagnosis based on radiological
findings. It then retrieved further context to determine the appropriate classification system and injury grading. This structured process helped
mitigate the risk of Al hallucinations—instances where Al models generate plausible but incorrect responses.

Evaluating the Performance of RAG-Enhanced Al

To assess the effectiveness of retrieval-augmented Al in trauma radiology, the study compared TraumaCB with a standard GPT-4 Turbo model
using a dataset of 100 radiology reports. These reports were independently created by two radiologists and covered a diverse range of traumatic
injuries across different anatomical regions. The Al models were evaluated on three key performance metrics: diagnostic accuracy, classification
accuracy and grading accuracy.

TraumaCB significantly outperformed the generic GPT-4 Turbo model in all areas. It achieved 100% accuracy in diagnosing traumatic injuries,
96% accuracy in selecting the correct classification system and 87% accuracy in determining the correct injury grading. In contrast, the standard
GPT-4 Turbo model demonstrated lower accuracy, with 93% for diagnosis, 70% for classification and 48% for grading. These findings highlight
the limitations of generic Al models in specialised medical tasks and underscore the benefits of RAG-enhanced Al.

Beyond accuracy, transparency and trustworthiness were also key evaluation criteria. One of the common concerns in Al-assisted medicine is
the lack of explainability in Al-generated responses. TraumaCB addressed this issue by providing citations for each decision and linking its
responses to specific peer-reviewed articles. This not only allowed radiologists to verify the model’s reasoning but also increased confidence in
its recommendations. The study found that TraumaCB’s responses received the highest trust ratings, with radiologists consistently ranking them
as more reliable than those generated by the generic model.

Addressing Al Challenges in Clinical Applications

While TraumaCB demonstrated notable improvements in Al-assisted radiology, challenges remain in its practical application. One of the primary
issues identified in the study was the variability in classification systems for certain traumatic injuries. Some injuries do not have widely accepted

© For personal and private use only. Reproduction must be permitted by the copyright holder. Email to copyright@mindbyte.eu.


https://healthmanagement.org/s/enhancing-emergency-radiology-with-retrieval-augmented-ai

classification frameworks, making it difficult for any Al model to provide definitive grading. In these cases, TraumaCB either suggested alternative
classifications or explicitly stated the absence of a standard system, demonstrating a level of transparency that is often lacking in Al-generated
outputs.

Recommned Read: Optimising Multimodal Prompts for GPT-4V in Brain MRI Diagnosis

Another challenge in Al-driven clinical decision support is the potential for hallucinations, where models generate incorrect but plausible-
sounding information. In previous studies, generic Al models have struggled with complex medical reasoning, sometimes misclassifying
conditions or providing unsupported diagnoses. TraumaCB’s structured approach, combining retrieval-augmented generation with a two-step
reasoning process, mitigated this risk. The study found that in nearly all cases where no classification system existed, TraumaCB correctly
identified the limitation instead of attempting to generate an inaccurate response. This suggests that RAG-enhanced Al can offer a more
responsible approach to Al-driven decision-making in radiology.

Although TraumaCB demonstrated strong performance in this proof-of-concept study, further work is needed to facilitate its integration into real-
world clinical workflows. One of the primary barriers to implementation is data privacy. Current Al models rely on external servers for processing,
raising concerns about the confidentiality of patient data. Future developments may focus on local deployment strategies, allowing Al models to
operate within secure hospital environments. Additionally, further validation using larger datasets and real patient cases will be necessary to
ensure the robustness of Al-assisted radiology across different clinical settings.

The use of retrieval-augmented generation significantly enhances Al’s ability to diagnose and classify traumatic injuries in emergency radiology.
TraumaCB demonstrated superior accuracy compared to a standard Al model, particularly in classification and grading tasks. By integrating
expert knowledge from peer-reviewed sources, the model provided more reliable and transparent responses, addressing concerns about Al
trustworthiness in clinical applications. The study underscores the potential of Al-enhanced radiology tools in reducing radiologists’ workload and
improving diagnostic efficiency. However, challenges related to data privacy, scalability and real-world integration must be addressed before
these systems can be widely adopted in medical practice. Future advancements should prioritise secure deployment, expanded knowledge
integration and further validation in clinical settings to maximise the potential of Al-assisted radiology.
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